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Abstract

This thesis explores the frontier of artificial intelligence research, focusing on the
integration of language processing, image synthesis, and knowledge-based systems
through the lens of advanced representation learning. The unifying thread across
these diverse domains is the development and analysis of sophisticated embedding
techniques, which serve as the foundation for bridging multiple modalities and en-
hancing machine learning capabilities. The research spans several key innovations,
each leveraging unique approaches to representation learning. It presents a mul-
tilingual Knowledge Graph Question Answering (KGQA) system that synergizes
text and graph embeddings to effectively answer simple questions across languages.
This is complemented by Kandinsky, an advanced text-to-image synthesis model
that combines image prior embeddings with latent diffusion techniques, pushing the
boundaries of image generation quality.

The thesis also goes into an in-depth study of the geometric properties of
transformer-based embeddings, including analyses of anisotropy, intrinsic dimensions,
and linearity in contextual representations. This work provides critical insights
into the learning dynamics of both encoder and decoder architectures, uncovering
new opportunities for model optimization. Furthermore, an examination of the
isotropy of multimodal embeddings reveals fundamental properties that can enhance
performance across languages and modalities.

To evaluate the quality and applicability of multimodal representations, the thesis
introduces OmniDialog, a novel trimodal benchmark grounded in knowledge graphs.
Building upon these insights, I developed OmniFusion, a Large Language Model
(LLM) enhanced with multimodal adapters, demonstrating the potential of integrated
representations for visual dialogue tasks.

By focusing on the development and analysis of these diverse embedding tech-
niques, this thesis not only challenges existing paradigms in machine learning research
but also establishes new benchmarks for multimodal systems. The work on repre-
sentation learning addresses the complexities of multilingual question answering,
advances image synthesis through innovative embedding models, sheds light on
the geometric properties of learned representations, and provides robust evaluation
methods for multimodal models.

This comprehensive approach to representation learning across various compu-
tational domains lays the groundwork for future explorations in more integrated,
efficient, and universally applicable intelligent systems. By bridging the gap be-
tween different modalities through advanced embedding techniques, this research
contributes to the development of more versatile and powerful technologies, paving
the way for next-generation applications in natural language processing, computer
vision, and knowledge representation.
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Chapter 1

Introduction

1.1 Motivation

My thesis is motivated by the rapid evolution and increasing integration of arti�cial

intelligence (AI) in various facets of technology and society. I think that in the heart of

this transformation is the synergy between language processing, image synthesis, and

knowledge-based systems, which are pivotal in advancing how machines understand,

interpret, and generate human-like content. This interdisciplinary convergence has

given rise to multimodal AI approaches, where the combination of di�erent types of

data and models promises to overcome the limitations of unimodal systems, o�ering

richer, more versatile, and e�ective solutions [215].

Recent years have witnessed remarkable progress in generative models capable

of producing high-quality images, texts, audio, and video [252, 25, 130]. These

advancements have applications ranging from creative content generation to the

augmentation of real-world images, demonstrating the potential of AI to not only

mimic but also enhance human creativity and perception [24].

Secondly, multimodal embeddings represent a signi�cant leap forward in under-

standing and generating information from various sources. By learning to represent

di�erent types of data within a shared vector space, these embeddings enable more

nuanced interactions between text, images, and other modalities, facilitating tasks

such as cross-modal retrieval and generative applications [93].

Furthermore, retrieval-augmented AI introduces an additional layer of complexity
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and capability by leveraging vast stores of knowledge to inform and enhance the

decision-making processes of AI models [262]. This approach, particularly in the

realm of question answering and knowledge graphs, underscores the shift towards

AI systems that can access, understand, and utilize external information to provide

more accurate, relevant, and contextually aware responses [3].

The pursuit of truthful AI, especially in the context of question answering (QA)

and knowledge graph question answering (KGQA), addresses the critical need for

reliability to get veri�able AI-generated responses. As AI systems become more

embedded in information dissemination and decision-making processes, ensuring

their ability to provide factually correct and unbiased information becomes essential

[140].

The motivation also draws from identi�ed gaps in the current landscape of

AI research and practice. Despite the advancements, challenges remain, such as

the di�culty of answering simple questions across languages, the need for more

sophisticated image synthesis models, understanding the learning dynamics of AI

models. These challenges not only highlight the complexity of AI development but

also underscore the vast potential for innovation and improvement.

1.2 Thesis Objectives

The objectives of this thesis are articulated around three key points, aiming to advance

the �eld of arti�cial intelligence through the integration of language processing, image

synthesis, and knowledge-based systems:

1. Investigate the Anisotropy and Intrinsic Dimensions of Transformer-Based

Models: To conduct an in-depth analysis of the learning dynamics in transformer

architectures, focusing on the di�erences in anisotropy and intrinsic dimensions

between encoders and decoders. This research aims to provide novel insights

into how these models process and represent information, in�uencing future

model design and optimization strategies.

2. Explore the embedding transformations of transformer decoders. This objective

involves examining how linear properties a�ect model performance, testing
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the impact of modifying or simplifying linear layers, and introducing new

regularization techniques to enhance model e�ciency and e�ectiveness.

3. Develop and Evaluate Multilingual Knowledge Graph Question Answering

(KGQA) Systems: To design, implement, and assess a novel KGQA technique

that signi�cantly improves the accuracy and e�ciency of answering simple

questions across multiple languages. This includes the creation of a system

leveraging text and graph embeddings to bridge the gap between question

understanding and knowledge graph-based answer retrieval.

4. Advance Text-to-Image Synthesis with Enhanced Generative Models: To pro-

pose and validate Kandinsky, a novel model that combines image prior models

with latent di�usion techniques for text-to-image generation. This involves

achieving state-of-the-art performance in image quality and diversity among

open-sourse models, as demonstrated by quantitative metrics like the FID

score, and facilitating a variety of generative tasks.

5. Create a Trimodal Benchmark for Multimodal Dialogue Systems � OmniDialog:

The �rst comprehensive trimodal benchmark grounded to knowledge graphs,

designed to evaluate multimodal dialogue systems. This includes creating and

validating a baseline model, OmniLLaMA, against this benchmark. The goal

is to challenge and extend current multimodal dialogue systems by requiring

them to understand and process text, visual, and audio data comprehensively,

thereby preventing shortcut learning and encouraging the development of more

robust and versatile AI solutions.

6. Develop Multimodal Dialog System � OmniFusion: a cutting-edge model

integrating a pretrained LLM with speci�c adapters for diverse data types,

including visual dialogues.

1.3 Thesis Outline

This thesis is structured to systematically explore the intersection of arti�cial intel-

ligence with language processing, image synthesis, knowledge-based systems, and
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multimodal dialogue systems. Each chapter is dedicated to a speci�c aspect of

this interdisciplinary study, providing a comprehensive understanding of the current

state-of-the-art, the novel contributions of this research, and the implications for

future work. The outline of the thesis is as follows:

ˆ Chapter 1: Introduction provides an overview of the thesis, including the

motivation, objectives, and signi�cance of the research conducted. It sets

the stage for the detailed exploration of multimodal AI approaches in the

subsequent chapters.

ˆ Chapter 2: Background deepens into the foundational concepts and tech-

nologies underpinning this research. It covers generative AI, multimodal

embeddings, retrieval augmented AI, and truthful AI, providing a critical

review of the literature and identifying gaps that this thesis aims to address.

ˆ Chapter 3: Investigating the Anisotropy and Intrinsic Dimensions of

Transformer-Based Models explores the anisotropy and intrinsic dimensions

in transformer architectures. This chapter o�ers insights into the learning

dynamics of encoders and decoders, contributing to the understanding of

transformer-based model behavior.

ˆ Chapter 4: On Linearity of Contextual Representations Transfor-

mations in Transformers-decoders discusses a novel linear characteristic

unique to transformer decoders. This chapter explores the almost perfect

linear relationship between embedding transformations in sequential layers.

Additionally, it introduces a cosine-similarity-based regularization that reduces

linearity and improves performance on several benchmarks.

ˆ Chapter 5: A System for Answering Simple Questions presents the

design, implementation, and evaluation of a novel multilingual KGQA system.

This chapter details the methodology, experiments, and results, showcasing the

system's ability to e�ciently answer simple questions across multiple languages.

Chapter 6: Optimizing Auto-Regressive Image Generation with

Pixel-Level BPE details the use of Byte-Pair Encoding (BPE) for image
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data to reduce computational complexity in auto-regressive image generation.

This chapter discusses the adaptation of BPE from text to images, the impact

on training e�ciency, and the e�ectiveness of the model on downstream tasks

like image classi�cation, further enhancing the understanding of e�cient data

processing in generative models.

ˆ Chapter 7: Advancing Text-to-Image Synthesis with Enhanced Gener-

ative Models introduces Kandinsky, a groundbreaking model for text-to-image

synthesis. It describes the architectural innovations, the generative capabilities

of the model, and its evaluation against state-of-the-art benchmarks.

ˆ Chapter 8: Creating a Trimodal Benchmark for Multimodal Dialogue

Systems � OmniDialog elaborates on the development and validation of

the OmniDialog benchmark. This includes a comprehensive discussion on the

design of the benchmark, its signi�cance for evaluating multimodal dialogue

systems, and the implementation of the OmniLLaMA baseline model.

ˆ Chapter 9: Developing the Multimodal Dialog System � OmniFusion

details the creation and implementation of OmniFusion. It examines the

architectural choices, the integration of multimodal adapters, and the system's

performance across visual-language benchmarks.

ˆ Chapter 10: Conclusion and Future Work summarizes the key �ndings

of the thesis, discusses the implications of this research for the �eld of AI,

and proposes directions for future investigation. This chapter re�ects on the

broader impact of the work and its potential to inspire continued innovation in

AI.

This structure is designed to guide the reader through a cohesive narrative, from

the theoretical foundations to the practical applications and beyond, in the evolving

�eld of arti�cial intelligence.
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Chapter 2

Background

This section provides an overview of the foundational concepts and research devel-

opments that underpin the thesis, spanning large language models, generative AI,

multimodal embeddings, and knowledge graphs.

2.1 Large Language Models

Large Language Models (LLMs) like GPT [205] and BERT [62] have signi�cantly

advanced the capabilities of natural language processing. These models leverage

extensive text corpora to learn intricate language patterns, enabling them to generate

coherent text, understand complex language constructs, and retain factual knowledge

[180]. LLMs excel across various tasks, including text generation and question

answering, through their profound comprehension of language semantics and syntax

[12].

Originally, language models were primarily statistical, using techniques liken-

gram models to predict text sequences based on previous words. These models,

however, struggled with the dimensionality curse.

With the advent of neural networks, Neural Language Models (NLMs) represented

words in distributed vector spaces, signi�cantly improving the modeling of word

sequences [16, 112]. This shift was fundamental, as it moved from purely statistical

methods to models that learn contextual representations of text.

The introduction of pre-trained language models marked a paradigm shift. Models
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like ELMo [191] and later, BERT [127], utilized bidirectional training on large corpora

to generate models that understood context more deeply than ever before. This era

also introduced the concept of �ne-tuning, where a pre-trained model is adjusted to

perform speci�c tasks, enhancing model adaptability across various NLP applications.

The development of even larger pre-trained models, such as GPT-3 [36] and

GPT-4 [190], pushed the NLP �eld even further. These models not only follow

the established pre-train and �ne-tune paradigm but also exhibit emergent abilities

that are not present in their smaller counterparts [229]. The scaling up of models

has shown that larger models can handle a broader range of tasks more e�ectively,

leading to breakthroughs in generative tasks and few-shot learning.

As these models continue to grow, they reshape the landscape of AI and NLP.

The surge in research and applications following the release of models like Chat-

GPT [2] highlights the growing importance of LLMs in both academic and practical

domains [235]. Looking forward, the integration of LLMs into various sectors suggests

a future where AI can more seamlessly interact with human language, posing both

opportunities and challenges in ensuring these models align with ethical standards

and human values [188].

2.2 Generative AI in Computer Vision

Generative AI in computer vision has made signi�cant strides, particularly with the

advent of Generative Adversarial Networks (GANs) [260], autoregressive models like

�rst DALL-E [ 251], and di�usion models. GANs have been pivotal for their ability

to generate high-�delity images, albeit with challenges in training stability and mode

collapse [291]. Autoregressive models, exempli�ed by DALL-E-1, generate images

pixel by pixel, capturing intricate details but often su�ering from high computational

costs. Di�usion models [34], including advancements like DALL-E 2 [209], Imagen

[225], Stable Di�usion [218], have emerged as a powerful alternative, providing

state-of-the-art results in image generation with improvements in image quality and

diversity without adversarial training. These models operate by gradually re�ning

images from a random noise distribution, achieving remarkable �delity and variability.
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